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Introduction

There is currently a detailed debate within the Java community regarding the best
approach for defining and dealing with exceptions. This short paper is intended to
describe the major parts of the debate and propose some best practice guidelines in
line with current thinking.

Audience

This paper is intended for an audience of Application Architects working with the Java
language. Its primary focus is towards those people who make the technical and
design decisions within a project, in particular how exceptions will be arranged and
dealt with. The paper should also be accessible to the majority of Java developers
who wish to learn more about the developments within the Java space.

It is assumed that the reader has a good understanding of the Java language and
has worked with exceptions in a range of multi-layer/tier applications.

Structure

The paper is divided into five sections. The first section provides a background on
exceptions and how they are generally employed within a Java application. The
second section looks at the problems with how exceptions are currently used. The
third section looks at the current Java community thinking on exceptions. The fourth
section recommends some best practice guidelines for working with exceptions. The
final section offers a conclusion.

Style

Text in the Courier font is used to indicate code examples.

Text in bold emphasises a particular point.

Text in italics is an aside which is not necessary to understanding of the paper, but
which may be of interest to the reader.
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Background

This section provides a brief overview of exceptions in Java and presents some
common terminology that will be used for the remainder of this paper.

Exceptions

Exceptions are a powerful feature of the Java language. They provide a convenient
mechanism for dealing with error conditions by breaking out of the current flow of
control and then propagating error information back to the caller of a method. Each
caller can then decide what to do in the case when an exception occurs.

Java offers two kinds of exceptions, checked and unchecked. The sub-sections
below deal with these two alternatives.

Checked Exceptions

This kind of exception is one that inherits from java.lang.Exception or one of its
subclasses (but not java.lang.RuntimeException ).

public class MyException extends Exception {

}

public class UnknownHostException extends IOException {

}

By definition, checked exceptions must be declared in the throws part of any method
that can throw them.

public void myMethod() throws MyException {

i.f'(.someErrorCondition ) {
throw new MyException(“Error condition 123”);
}

}

For checked exceptions, each caller of the method must deal with the exception in
some way. If they do not then the compiler will raise a compilation error.

The first thing that a caller can do with a checked exception is to declare that they
also throw it and thus just propagate the exception up to their own caller.

public void callerMethod() throws MyException {
myMethod():
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Alternatively, the caller can catch the exception and if possible do some recovery that
results in flow of execution to continue.

public void callerMethod() {

try {
myMethod();

} catch (MyException e) {
log.error(*MyException occurred”, e);
/l recover from problem

}

A final course of action is for the caller to catch the exception and turn it into a
different type of exception, which is then propagated up to the caller’s caller.

public void callerMethod() throws I0OException {
try {
myMethod();
} catch (MyException e) {

log.error(*MyException occurred”, e);
throw new IOException(“Different failure message”, e);

}

Unchecked Exceptions

This kind of exception inherits from j ava.lang.RuntimeException or one of its
subclasses.

public class MyRuntimeException extends RuntimeException {

}

The first main difference between unchecked and checked exceptions is that
unchecked exceptions do not need to be declared in the throws clause of method
that throws them.

public void myMethod(String s) {
if (s ==null') throw new lllegalArgumentException();

}

Note that even though it is not necessary to declare unchecked exceptions in the
throws clause it is generally considered good practice to do so and to include
JavaDoc @throws (@exception prior to JDK1.4) tags for each unchecked exception.
This improves general documentation quality and makes the code easier to use and
understand.
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/**
*

* @fhrows lllegalArgumentException If string is null

*/

public void myMethod(String s) throws lllegalArgumentException {
if (s ==null') throw new lllegalArgumentException();

The second main difference is that caller methods do not have to either deal with or
declare throws clauses for any unchecked exceptions that propagate up from the
methods that they call.

public void callerMethod() {

myMethod(“Hello World"):
}

It is however completely feasible that a caller method may know how to handle an
unchecked exception and can therefore define a catch block and follow the same
patterns as for checked exceptions.

public void callerMethod() {

try {
myMethod(userEnteredParam);

} catch (lllegalArgumentException e) {
/I Supply a default instead
myMethod(“Hello World”);

}

Most applications provide a top-level handler for unchecked exceptions that log the
fact that an unchecked exception has occurred and if possible try to recover or exit
cleanly. E.g.:

public static void main(String[] args) {

try {
new MyApplication(args);

} catch (RuntimeException e) {
log.fatal(“An unhandled RuntimeException occurred”, e);
System.exit(1);

}

When running in an application server, such as Tomcat or JBoss the server provides
this top-level handler and implements various recovery strategies such as
unloading/stopping the offending application so that others can continue unhindered.
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Exceptional Problems

This section looks at four of the most common problems that occur when using
exceptions in Java.

The Complex Code Problem

This problem usually occurs when a calling method makes use of a range of
methods, all of which throw their own set of checked exceptions. If the calling method
is unable to handle these exceptions then it must propagate these up to its own
caller, resulting in a throws clause that gets increasingly complex the further up the
call stack you go.

public void lowLevelMethod1()

throws CheckedExceptionl, CheckedException2 {
}

public void lowLevelMethod?2()

throws CheckedException3, CheckedException4 {
}

public void callerMethod()
throws CheckedExceptionl, CheckedException2, CheckedException3,
CheckedExceptiond  {

idWLeveIMethod 1(0);
lowLevelMethod?2();

}

There are two possible fixes to this problem. The first is to use a common base class
for all checked exceptions (at a minimum they all have java.lang.Exception as
this base). The other is to catch all the exceptions in the caller method and wrap
them in an alternative. The problems with this are discussed as the next problem.

The Loss of Detail Problem

When confronted with multiple checked exceptions in a method there are two
courses of action. The first is to just declare that this method throws a common base
class, usually java.lang.Exception

public void callerMethod1() throws Exception {

idWLeveIMethod 1(0);
lowLevelMethod?2();
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The other alternative is to catch all checked exceptions thrown by the low level
method and then throw a new wrapper checked exception.

public void callerMethod?2() throws CheckedException5 {

try {
lowLevelMethod1();
lowLevelMethod?2();

} catch (Exception e) {
log.error(*Exception occurred”, e);
throw new CheckedException5(e);

}

Both of these solutions share a common problem in that they reduce the level of
detail available to the caller’'s caller such that the caller’s caller must implement some
specific instanceof  code in order to determine what the cause of the problem was.
For example, suppose our caller's caller method can deal with and recover
CheckedException3  problems then it has to explicitly compare classes to determine
if the cause was a CheckedException3

public void callerCallerMethod() throws Exception {

try {
callerMethod1();
} catch (Exception e) {
if ( e instanceof CheckedException3 ) {
/I Do recovery code

else {
throw e;
}

}
This is clearly rather messy.

The Lazy Developer Problem

This next problem is down to developers not dealing with exceptions properly. This
can be caused by laziness, lack of time for coding or even lack of understanding of
how exceptions work. The most common manifestation of this problem is the empty
catch block.

public void callerMethod() {

ir'y.{
lowLevelMethod1();
lowLevelMethod?2();

} catch (Exception e) { }
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When asked why the catch block is empty the only reason many developers give is
that they added the try/catch because the compiler wouldn't compile their code
without it! There is clearly a lack of understanding here.

Perhaps slightly better solution is if the developer logs that the exception occurred.
However, just logging and ignoring an exception is still not a sign of good practice.

} catch (Exception e) {
log.error(*Exception occurred”, e);

The Convert to Runtime Exception Problem

The final common problem with exceptions usually occurs during the maintenance
cycle, but is sometimes designed into frameworks. The typical case is when a
developer changes a method such that it now throws additional checked exceptions
to what it did before the change. The developer is then left with a problem. Do they
look for every place where the method is called and add the new checked exception
and so on up the tree? This would be the sensible and correct solution, although it
could quickly turn into the complex code or loss of detail problems if they are not
careful.

However, the more common solution to this problem is to wrap the new checked
exception in a | ava.lang.RuntimeException (or subclass, i.e.
MyApplicationRuntimeException ) and just throw this instead.

public void myMethod() throws CheckedExceptionl {
)/'l\.lew code added here

try {
newMethodCall();
} catch (CheckedException2 e) {
throw new RuntimeException(e);
}

}

This solution solves the problem of not changing masses of method signatures and
catch blocks throughout the code. However, it introduces firstly the Loss of Detail
Problem as the actual cause is now wrapped in a RuntimeException . It also means
that most other code will never be aware of the new checked exception, even if that
code could successfully deal with it and recover.
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New Thinking on Exceptions

There is currently a lot of debate within the Java community about how to overcome
the problems listed above. As with all debates there are those with strong opinions as
for why changes should occur and those who feel that the existing mechanisms are
sound and that the problem is, in fact, just developer laziness and lack of
understanding. The two sides of the debate are described in the sub-sections below.

The Keep Checked Exceptions Camp

This side of the argument is based on the fact that checked exceptions work very well
and the tools enforce fairly rigorous programming discipline. Exception usage should
therefore continue using checked exceptions. This argument depends on two
conditions:

The lazy developer problem can be overcome through quality control, discipline and
training.

The exception hierarchy is well designed and controlled to find a nice balance
between the complex code problem and the need to wrap exceptions, which as we
have seen results in the loss of detail problem.

In this camp, the use of unchecked exceptions should be only for fatal application
errors, such as OutOfMemory , ArraylndexOutOfBounds and so on.

The Use Unchecked Exceptions Group

This side of the argument is based on the premise that no matter how well you
design your checked exceptions you will always end up with the complex code and
loss of detail problems to some extent. Even in a well defined checked exception
hierarchy different levels will need to make exceptions less specific in order to avoid
massive throws clauses. Additionally, the use of checked exceptions is a major cause
of the convert to runtime problem during the maintenance phase.

As an alternative, this camp recommends only using checked exceptions where they
represent an actual possible return value. For example, when looking up a
customer's account using their email address the possible results are that the
account is found or the it is not. Therefore, it is feasible to create a
CustomerNotFound checked exception that could be thrown by this method. This
mechanism is actually preferable to returning null and requiring the client code to
check the return value.

So what happens to the other exceptions? Well, the latest thinking is that these
should all be declared in a  hierarchy  that inherits from
java.lang.RuntimeException . The advantage of this approach is that you can
define a whole range of highly specific exception classes. These can then be
propagated up the call tree without adding the complexity of massive throws clauses.
Also, because they are all unchecked exceptions you never need to make them less
specific and introduce the loss of detail problem. Also, adding new exceptions is just
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a matter of extending the exception hierarchy and not altering all the Java code that
might have been made aware of a new checked exception.

A more detailed example of this approach is shown below, starting with a UML
diagram of an exception hierarchy:

T

public Document readDocument(String host, int port, String docName)
throws UnknownHostException, ConnectionRefusedException,
ConnectionClosedException {

Socket sock = null;

try {
sock = new Socket(host, port);
} catch (java.net.UnknownHostExcepton e) {
throw new UnknownHostException(e);
} catch (java.io.lOException e) {
throw new ConnectionRefusedException(e);
}

try {
/I Write doc name & then read resulting document

} catch (java.io.lOException e) {
throw new ConnectionClosedException(e);

} finally {

try {
sock.close();

} catch (IOException €) { }
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As can be seen above, the readDocument() = method only throws unchecked
exceptions from our exception hierarchy. Also note that the method is very thorough
at making sure that every failure case throws its own specific type of exception. It is
this mechanism that gives the unchecked exception hierarchy its power. Consider
now some code that calls the above method:

public void obtainAndPrintDocument(String host, int port, String

docName) {
for (int retry = O; retry < MAX_RETRIES; retry++) {
try {
Document doc = reader.readDocument(host, port,
docName);

DocumentPrinter p = new DocumentPrinter();
p.print(doc);

} catch (ConnectionClosedException e) {
// lgnore this and do another retry
log.info(“ConnectionClosed. Retrying”, e);

}

log.error(“All retries exhausted”);
throw new RetriesExhausedException();

}

This code makes use of our readDocument() method but it only bothers to catch the
ConnectionClosedException as it can deal with this via a retry mechanism. All
other exceptions are just propagated transparently to the caller in the standard way of
unchecked exceptions. This is the real power of the unchecked exception hierarchy
in that you only need deal with exceptions that you know how to handle and not those
that you don’t care about or want to leave for a higher-level handler to deal with.
Ultimately the top-level exception handler catches any exceptions that have not been
handled elsewhere.

To be really correct, there is one more change that we should ideally make. For
clarity we should declare which unchecked exceptions are thrown by the
obtainAndPrintDocument() method. We could list every single one that could be
thrown.

public void obtainAndPrintDocument(String host, int port,

String docName)
throws UnknownHostException, ConnectionRefusedException,
RetriesExhausedException, PrinterOfflineExcetion . . . {

This is obviously a classic case of the complex code problem (even though the
throws clause is there only for clarity). However, because we are working with
unchecked exceptions it is quite acceptable to generalise the exceptions in the
throws clause.

public void obtainAndPrintDocument(String host, int port,
String docName)
throws CommunicationsException, PrintingException {
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This way users of the method know what families of exceptions get thrown and they
have the option of ignoring them, capturing the whole family or even drilling down into
the documentation to find out the specifics and catching one of those instead. This is
the power and flexibility of the unchecked exception hierarchy method.

Back to the Keep Checked Exceptions Camp

On the face of it, the unchecked exception hierarchy mechanism seems really great.
It does, however, still have some weaknesses and problems over checked
exceptions. Firstly, it still doesn’'t solve the lazy developer problem. In fact it can
actually make the problem worse. Developers no longer need to bother with catching
many exceptions if they can’'t be bothered. It is thus very easy to get lazy and to let all
exceptions ripple up to the top-level handler, even if it is possible to write code to deal
with them lower down in the call tree. Often this rippling up will never be noticed until
some obscure problem occurs in a live application that results in the application
falling over for an error case that could be easily handled and recovered.

The other problem is also related to the lazy developer problem in that it is vital that
the unchecked exceptions thrown by each method are clearly listed in the throws
clause and the JavaDoc comments even though the tools do not enforce this.
Imagine if you will that you want to call a load of framework code that throws
unchecked exceptions but these aren’'t documented anywhere. How do you know
what unchecked exceptions there are? You have to trawl through the framework
code. Nasty!

For these reasons, the keep checked exceptions camp believe that for the time being
checked exceptions are preferred as they at least enforce some developer discipline
and many developers take shortcuts if this discipline is not enforced by the tools.

Final Word from the Unchecked Exceptions Camp

Any good development process will have a code review mechanism in place that
should be able to ensure that developers are correctly using and documenting
unchecked exceptions. The things that you are looking for are very obvious and it is
even possible to write a tool that checks this code quality metric for you.

Also, unit testing for each component or module should exercise exception cases so

it is easily possible to check that exceptions are being handled properly at the correct
level in the call tree.
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Best Practices

After weighing up the pros and cons of the checked/unchecked exception debate
Templemore Technologies have identified a set of best practices based on the newer
unchecked exception mechanism. The sub-section below identifies these best
practices.

Use Checked Exceptions Sparingly

The use of checked exceptions should be avoided except for cases where a checked
exception represents a valid alternative return value for a method. Generally,
checked exceptions should be limited to cases where there is always a recovery path
that must be activated by the calling code.

Use Unchecked Exception Hierarchies

For all general exception handling (i.e. when an unrecoverable error occurs) within an
application or framework a range of exception hierarchies should be developed that
ultimately inherit from java.lang.RuntimeException . These hierarchies must be
large enough so that each different type of failure case is identified by its own unique
exception.

All code should then make use of these unchecked exception hierarchies. Any code
that throws exceptions should take care to clearly differentiate each different failure
case and throw a specific unchecked exception for each.

Catch Unchecked Exceptions Where Possible

Writers of caller code should thoroughly investigate which unchecked exceptions are
thrown by the code that they call and make an effort to handle those exceptions that
can be handled. Only exceptions that cannot be handled should be propagated up
the call tree, plus any new ones introduced by the caller code. The ultimate aim is to
avoid having a master catch all block at the top level that deals with every single
problem.

Document Everything Thoroughly

Each unchecked exception should be well documented defining the exact cause of
the exception and what the possible remedies are.

The unchecked exceptions thrown by any method should be clearly documented via
the throws clause and JavaDoc to aid the writers of caller code in making the
appropriate exception handler decisions.

Validate Quality Through Code Reviews

The use of unchecked exception hierarchies only works if developers are thorough
with their coding and documentation. Code reviews when using unchecked
exceptions should specifically check:
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1. Each failure cause in any method throws a specific unchecked exception that

fully identifies the cause

Unchecked exceptions are arranged in a sensible hierarchy

3. Every method thoroughly documents which unchecked exceptions that it
throws and why

N

Test Exception Cases

Testing should aim to test as many exception cases as possible to ensure that
developers have taken care to catch exceptions where possible rather than allowing
them to propagate up to a top-level handler.

At times it may actually even be a good idea to substitute a low level class for an

alternative that raises exceptions in a known sequence that can be checked by the
unit test code.
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Conclusion

Switching to using unchecked exceptions as opposed to checked exceptions offers
some strong technical advantages. It is far easier to differentiate exceptions clearly
without adding extra code complexity or ending up aggregating exceptions and
loosing detail. Maintenance also becomes much easier as the introduction of new
exceptions does not result in the alteration of masses of throws clauses.

On the downside, the use of unchecked exceptions only works if the development
teams are disciplined enough to use them properly. It is vital that each failure case
throws a specific exception class; that exceptions are well documented; that
unchecked exceptions are caught and dealt with where possible; and that the
documentation for each method defines the unchecked exceptions that are thrown.

The lack of tool enforced discipline means that in most cases the successful use of
unchecked exceptions will only be possible when combined with effective code
reviews and exception case testing.

The benefits of unchecked exceptions are great, but if your developer
discipline and quality controls are not up to scratch then. . . . BEWARE!
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