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Introduction

Developing Enterprise Java applications to time and budget while at the same time
maintaining a good architecture is hard. Inevitably weaknesses will creep into the
architecture and code will become less responsive to changes and the addition of
new requirements. This paper looks at how to deal with architectures that are less
than optimal and how to get them back on track.

Audience

This paper is intended for an audience of Enterprise Application Architects working
with the Java language. Its primary focus is towards those people responsible for
taking an existing architecture and refining it into something that is easier to maintain
and enhance in the future. The paper should also be accessible to the majority of
Java developers who wish to know more about this important area of software
maintenance.

It is assumed that the reader has experience of working with and designing for
existing J2EE technologies such as EJB, Servlets, JSPs and so on. An
understanding of Model2 frameworks, such as Struts is also beneficial. However,
many of the principles covered in this paper are applicable to other languages and
architecture, so lack of Java knowledge should not prevent some valuable
information being obtained by reading this paper.

Structure

This paper is divided into four sections. The first section describes some of the
terminology used by the rest of the paper. The second section looks at some of the
main problems found in many enterprise architectures. The third section presents a
range of solutions to these problems. The final section offers a conclusion and
suggests a process for architectural improvement.

Style

Text in the Courier font is used to indicate code examples.

Text in bold emphasises a particular point.

Text in italics is an aside which is not necessary to understanding of the paper, but
which may be of interest to the reader.
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Terminology and Concepts

This section looks at two particular concepts that form the basis of the rest of this
paper. These are anti-patterns and refactoring and both are vital to the
improvement of enterprise application architectures.

Anti-Patterns

Most people have heard of design patterns, which are good solutions to common
problems in software engineering. The reverses of these are known as anti-patterns .
If the round wheel is a good pattern for creating a moving vehicle then the square
wheel is definitely one of its anti-patterns! Put simply, an anti-pattern is an example of
poor design and programming practice that reduces the quality of an application and
architecture. Anti-patterns usually make fixes and enhancements more difficult and
create great difficulty in tracking down bugs.

There are a number of books about anti-patterns and in particular we recommend
Bitter Java by Bruce A. Tate (Manning 2002), which covers some lower-level Java
anti-patterns in than this paper.

Once people are aware of the concepts of anti-patterns along with some specific
concrete anti-patterns that may exist in the design and/or code, they are then armed
with the ability to hunt for these in order to refactor them.

Refactoring

Refactoring is the process of taking an area of design or code and improving it
through careful and selected changes. Generally the process involves identifying
occurrences of anti-patterns, working out a solution, making changes and then
retesting these changes.

Any excellent book on this subject is Refactoring, by Martin Fowler (Addison Wesley,
1999).

One important point to consider when refactoring is that it is far easier to do if you
have a thorough, automated test harness. This effectively allows changes to be made
to code and then to immediately identify that either the changes have not broken any
other parts of the application, or more commonly the areas effected by the changes
that also need to be refactored. Refactoring without an automated test harness is an
expensive and cumbersome business.
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Common Anti-Patterns

This section describes twelve common anti-patterns that are found in many J2EE
applications (and in many non-J2EE applications as well). These anti-patterns should
be the starting point for investigation when looking to improve your application
architecture and code base. The anti-patterns described here start at the bottom of
the enterprise application: the database, and work up towards the top: the user
interface or website.

HTML in the Database

Although a very obvious anti-pattern, the storing of data containing HTML code in the
database is surprisingly common in many enterprise applications. Taking this
approach instantly means that your data is tied to a web based front end. What if you
want to use a mobile browser or do B2B via XML? You can't!

The other problem that this causes is that Ul design teams have a real problem
making quality web pages as some of the formatting is out of their control and can
not be determined until the application is fired up with live data.

Database Queries Mirrored in Business Code

This anti-pattern tends to occur in conjunction many of the other anti-patterns
discussed below. It is most common when the architecture makes direct use of JDBC
to access the database. The two most common manifestations of this problem are
described below:

1. Methods returning java.sgl.ResultSet objects which are then used within
manager classes to copy data direct into lists or maps for return to
presentation code.

2. Methods that copy result set data returned from SQL calls into flat objects that
are then added to lists or maps and returned to presentation code.

The use of either of these approaches leads to business code that is directly tied to
the database queries. The largest problem with this is that certain database structure
changes may the result in mapping into a list or map becoming inappropriate,
resulting in massive changes to large amounts of code across the entire application.
This clearly introduces massive testing and bug implications.

If the database schema is under control of the application developers then massive
impacts may be minimised to some extent, however the above is still not good
practice. If the application is sitting on top of a database schema over which the
developers have not control then the results could be fatal.
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Failure to Separate Persistence from Business Code

This anti-pattern also occurs more often when using direct JDBC calls, however it is
also common when using Bean Managed Persistence (BMP) EJB entity beans. The
manifestation of this problem is code that contains both database logic and business
decision logic. A typical example is something like: “if this business rule is true then
run this SQL command and deal with the results, if it is false run this alternative one
and deal with the results”.

The problems with this pattern are two-fold. Firstly changes to the database schema
may make it necessary to rewrite the code and bugs may be introduced into the
business rule that result in it behaving differently. The other is that the actions for the
business rule may change; meaning that the database code needs to be changed or
rewritten, and thus bugs may be introduced or data may be corrupted. Both of these
cases result in a need for extensive retesting.

Poor or Non-Existent Business Object Model

This anti-pattern is the most common and critical in any enterprise application. It is
caused by lack of design, lack of business understanding and lack of common
technical direction. The problem manifests itself as virtually every other anti-pattern
listed in this section.

The most worrying result of this anti-pattern is that the structure and rules of the
business tend to be littered throughout the code. Some end up in database access
logic, some in helper objects, some in bloated manager objects, some in Servlets,
some in JSPs and even some in Javascript running in the client browser.

The net result is that any changes to the business, such as new business rules, new
requirements and so on result in extensive changes across almost every part of the
application. This is clearly a major problem as it is never possible when first
designing a product to account for all future requirements.

Inappropriate Use of EJB

This is a relatively new anti-pattern. In the early days of EJB it was seen that they
were the solution to all enterprise application problems. As time has progressed it
has become more and more clear that EJBs (especially entity beans) are a solution
to only a relatively small proportion of problems. These are typically problems
involving a high degree of distributed transaction processing involving many
databases, legacy systems and so on. The use of EJBs for the majority of enterprise
systems has turned out to be overkill, resulting in heavyweight code, polluted
business object design and unnecessary complexity. The latest thinking is that entity
beans should be avoided for almost every application and session beans only used
when there is a good case for it, such as a distributed client application or a clustered
architecture.
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Unnecessary or Inappropriate Data Caching

One common misconception when developing enterprise applications is that not
caching data in the web tier will result in poor performance. In most cases the
additional caching is an anti-pattern because it increases code complexity and the
likelihood of bugs with minimal performance benefit. Modern databases, application
frameworks and persistence frameworks are superb at caching. Why not just let them
do what they are good at?

Of course, there will always be some cases where caching can increase
performance. Performance and load testing should identify these areas and then
selective caching should be introduced where necessary. Some technologies
currently in development (Aspect Oriented Programming for example) will allow
caches to be automatically wrapped around exiting code when performance
problems are identified.

Bloated Manager Objects

This anti-pattern is a major hindrance to successful maintenance and enhancement
of enterprise applications. The bloated manager object usually comes about through
a poor or non-existent business object model. Generally a manager starts out as one
or two simple methods that retrieve some data from a database and make it available
to other parts of the application. Over time more and more requirements are made of
the manager and it grows and grows. Additionally, problems that require the same
data structured in a slightly different way result in extra methods being added and so
on rather than the existing methods being improved.

The end result is a massive chunk of source code that contains almost all of the
business and persistence logic for a particular part of an application. This object
becomes increasingly hard to understand, maintain and enhance. Every change has
the potential to introduce a large number of bugs and break vast swathes of code that
depends on it.

The problem gets even worse if the bloated manager object is also a Servlet!

Business Logic in Servlets / Model2 Controller Classes

This is probably the second most common and problematical anti-pattern in
enterprise applications. It manifests itself as very large and complex Servlets or
Model2 Controller Classes (think struts Action classes) that contain a mix of event
handling logic, page flow decisions and business rules and logic. Typical instances of
this problem include Servlets that talk direct to the database and/or interact with
bloated manager objects to obtain data that they then do extensive manipulation of
based on business rules or scenarios.

The result of this anti-pattern is that the Servlets become difficult to change and
alterations to the flow of pages through an application require alteration or
restructuring of large chunks of the offending code. Obviously such massive
alterations increase the likelihood of bugs being introduced and thus the requirement

Improving Enterprise Architectures Page 5



of a large re-testing effort. Additionally, if the focus of the application changes or
expands to something other than a Servlet (a separate Swing client for example) then
any business logic contained in the Servlet will have to be extracted or duplicated.

HTML in Servlets / Model2 Controller Classes

This anti-pattern is also very common and is often made worse when combined with
the previous one to create a monster Servlet / Model2 Controller Class. The anti-
pattern manifests it self in one of two ways. Firstly is with the Servlet making direct
printin() calls containing HTML to the output stream. The second is the Servlet
adding data containing pre-formatted HTML to the request or session.

The resulting impact of HTML in the Servlet is that it makes the development of the
Ul far more difficult as Java coding skills are required in order to make pages or
tweak layouts and so on. Another problem is that if additional interface formats are
added (such as WML, Web Services etc.) then the Servlet cannot be reused and
must be split or duplicated, both tasks that are likely to increase bugs and
maintenance overhead.

Bloated Session Objects

This common anti-pattern is often found in enterprise applications and is usually
down to lack of understanding of the session mechanism. A session object is created
every time a new user connects into your application. In most cases these sessions
exist the whole time the user is interacting with the system and for a number of
minutes after they close down their browser (15 minutes is not uncommon). Loading
session objects with large amounts of data results in increased server memory
usage, loss of scalability and increased likelihood of failure or crashes.

Additionally, many applications are very bad at cleaning up their sessions when the
data they added is no longer needed. Over a typical user session it is not uncommon
for a session object to grow to many hundreds of KBytes or more.

Java Code in JSPs

This is the reverse of the above anti-pattern, where JSPs are expanded with Java
scriptlets in order to provide additional clever functionality. Often these scriptlets
contain business rules or logic and in the worst cases may even make database
calls.

The impact of this anti-pattern is that it makes the JSP pages difficult to understand
and change. Ul designers are less likely to be able to design good sites and may
inadvertently introduce bugs into the scriptlets. Also, many Ul variations require JSP
pages to be copied and extensively reworked. This results in a range of pages all
containing the same scriptlet code. Any changes to the scriptlet must then be
replicated across a number of files with all the inherent maintenance and bug
introduction issues that this entails.
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Massive Business Specific Library of Custom Tags

This anti-pattern tends to occur in an attempt to fix the previous one. Developers
become aware that they should not have scriptlets in their JSP code so they just
move all the code into a custom tag. While this solves the Java Code in JSPs anti-
pattern it introduces a new one where business logic and perhaps HTML code is
embedded in a component primarily intended to aid in the creation of JSP pages.

In many projects these custom JSP tags become an isolated island with no real
owner. The business logic people tend to ignore them because they are presentation
related and the presentation people are afraid to touch them because they contain
business logic. They are therefore ripe for becoming out of date and difficult to fix or
enhance.
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Refactoring Solutions

This section describes refactoring solutions for each of the above anti-patterns. All of

the refactorings are intended to move the application architecture towards the ideal
layered model that is shown below:
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This paper will not explain this ideal model any further. Readers are instead referred
to one of the many good books on architectures for enterprise Java systems. In

particular we recommend: J2EE Design and Development, by Rod Johnson (Wrox
Press, 2002).
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Insert Interfaces Throughout the Code

The first stage of any refactoring exercise should be to investigate all of the different
horizontal and vertical slices through the code. The best way to identify these slices
is to look for areas where coupling is minimal or very obvious. At each of these
places an interface should be inserted (assuming one isn’t there already). This can
automatically be done by tools such as ldea and Eclipse, which will also update
dependencies to use the new interface.

The advantages of separating slices via interfaces are that we can write automated
unit tests against the interfaces so that it becomes possible that the implementation
behaves the same before and after the refactoring. Additionally it is then easier to
refactor all the code behind one interface without having a massive impact on the
remainder of the application.

Where new implementations are best served with a new interface then this new
interface should be developed and a bridge also written that maps back to the old
interface. That way it is possible to utilise the existing application until we come to the
point where we can migrate dependencies onto the new interfaces and scrap the old
ones and the bridges.

Remove HTML From the Database

This is a relatively simple refactoring. Just search through your database tables
looking for HTML mark-up. If you find any then remove it and make changes in your
presentation layer (JSPs) to put the required mark-up back into the data.

Decouple Database Queries from Result Objects

This refactoring is tied very strongly to the introduction of an object-oriented business
model. The results of any database queries should be extracted from the result set
and proper objects created and populated. These objects may be structured in a very
different way to the query result. For example, typically each query result row may be
divided up into a number of related objects (i.e. the object model is more granular
than the queries).

Code that made use of the resulting lists and flat objects returned by query methods
should be modified to utilise the new, properly structured objects instead.

Introduce a Transparent Persistence Layer

The best way to separate persistence code from business logic is to introduce a
transparent persistence layer. These layers map between your database and your
business object model. The mappings are usually configured by an XML file or
similar. A transparent persistence layer also enforces the decoupling of database
gueries from result objects.

There is a whole raft of products to do this for you, including solutions built against
the Java Data Object (JDO) specification through to custom Object/Relational
mapping tools.
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Design and Insert a Proper Business Object Model

This is perhaps the hardest, but most important refactoring you will need to
undertake. Having a proper business object model enables many of the other
refactoring options discussed in this section. Proper business object models should
encapsulate business objects and rules and follow sound object-oriented principles
combined with design patterns.

The best approach for undertaking this particular area of refactoring is to take each
area of the application in turn, refactor and then test. By following this approach the
risks involved in change are minimised and controllable. Particular effort should be
directed first at any bloated manager objects or particularly large and complex
Servlets.

Remove Inappropriate EJB Use

In many applications, entity beans can be replaced with a transparent persistence
layer. Unless there is a need to coordinate distributed transactions with multiple
applications or other systems then the removal of entity beans is advised.

Session beans are only really needed in a distributed environment (such as multiple
servers or non-web clients). If your application is not distributed then removing the
complexity of sessions beans is a good idea. The transaction and security aspects
can easily be replaced with those available from one of the many excellent
lightweight frameworks that are now available. If your application is distributed then
continue to use session beans, but minimise the amount of business code contained
within them by delegating down to a proper business object model.

Eliminate Caching

The first step to refactoring inappropriate or unnecessary caching is to remove it
completely. The introduction of a transparent persistence layer with built in data
cache should eliminate many performance problems as will a use of a decent object
model. The next step is to re-run performance and load tests on the application to
look for bottlenecks. If any are found then caching can be re-introduced in those
areas.

It is worth investigating the use of Aspect Oriented Programming (AOP) when putting
caching back in place. The introduction of transparent caches is proving to be one of
the early successes of AOP technology.

Replace Bloated Manager Objects

Bloated manager objects should be eliminated as early as possible in the refactoring
process. As much of their logic as possible should be moved out into a business
object model and/or a transparent persistence layer. Once the important stuff has all
been extracted then the manager objects can be obliterated.
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A new group of business objects should then be introduced, where each object
represents a particular business command or process. A typical business process
might be something such as: “place the order, send order information to our supplier
and send a confirmation email to the user”. However, none of the work should be
done inside this command. The command should be responsible for getting all the
required business objects together and call the appropriate methods on those objects
to do the work.

Replace Servlets With Model2 Architecture

This refactoring solves the problems of business logic and HTML in the Servlets. In a
Model2 architecture (such as Struts) there is a single Servlet that coordinates
incoming events and directs them to appropriate Command/Action handler objects.
JSP pages handle all page rendering.

Any business logic contained in the Servlets should be moved into the business
objects and be coordinated by business commands. Model2 actions should then be
written that call business commands and then convert the resulting business objects
into presentation data beans that can be passed to JSP pages via the request object.

Any HTML in the Servlets should be placed in JSP pages.

Simplify Model2 Actions/Command Classes

If you are already using a Model2 architecture but have found that your action
classes contain business logic or HTML then the same refactoring should be applied
as for Servilets. Business logic should be moved into business objects and
commands. HTML should be moved into JSPs.

The final action classes should just invoke business commands and populate
presentation data beans with the data from the resulting business object calls.

Keep Session Objects Small

There are two approaches to refactoring in this area. The best is to only hold small
pieces of identification data in the session. For example, rather than holding an entire
user profile or shopping basket in the session, hold just the id of that profile or basket.
That way when each request arrives the appropriate objects can be obtained from
the object model (which will usually be from the cache held by the persistence layer).
The other option is to be ruthless in removing any unwanted objects from the session
at every possible opportunity.

JSP Pages Should Have No Java Code

This is a golden rule and should be enforced rigorously by code inspections or
automated tools. Any existing business code in the JSPs should be taken out and
moved into the business object model. Presentation data beans should be created to
hold all of the information required by the JSPs so that they can just deal with simple
display of bean properties. In occasional cases there may be a case to write a
custom tag containing some presentation related code.
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Prefer the new JSTL tags to any proprietary libraries or tags that you have written
yourselves. With the new JSTL expression language is it possible to do almost
anything that previously required development of a custom tag. When using a Model2
framework (such as Struts) switch over to the expression language version of their
own tags.

Minimise Use of Custom Tags

Recent developments in the JSP/Taglib specifications combined with a good
architecture should minimise the need to have custom tags. All existing tags should
be revisited. If they contain any business logic then this should be moved to the
business object model. If the task of the tag can be carried out using the JSTL then
the tag should be removed and the JSTL used instead. Only tags that carry out a
very specific page-rendering task should remain.
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Conclusions and Recommendations

Creating good enterprise applications is hard. Keeping them clean through an entire
development cycle is even harder. Possibly the only way to ensure that your
application is easy to enhance and maintain is to go through a regular cycle of
identifying anti-patterns and then refactoring them. In an ideal project this cycle
should happen continuously and be combined with automated unit testing. The
recommended cycle is:

©ONOOOAWNE

Write test cases

Write code

Test code

Investigate anti-patterns
Refactor code

Re-test code

Fix broken tests or update tests
Back to stage 4

If your project is already a long way down the road to anti-pattern hell then you are
left with a much more complex task. The only way to proceed in this case is to pick
one small area of the application and work on this. The cycle in this case is:

1.

©ooNOOA

Pick a specific vertical or horizontal slice of the application. Start with areas
where change will have minimum impact and each iteration pick and area with
more impact on the application

Investigate, identify and DOCUMENT anti-patterns that you find.
Documentation is important, as any anti-patterns that you find in this iteration
will probably be similar to ones you will find in later iterations.

If you don’'t have automated testing in place then write test cases to enable
you to verify that any code you refactor gives the same results after refactoring
as it did before.

Run the test harnesses and make sure they all pass

Refactor the code

Retest the code against the test harnesses

Make changes to the refactored code to correct any failed tests

Go back to stage 6

Test the whole application

10 Go back to stage 1 and start again with another application slice
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