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Introduction
There are a number of initiatives within the Java community (particularly in Open
Source) that aim to change the way we think about frameworks and containers.
These new ideas go way beyond EJBs and have the potential to usher in a whole
new era of simplified enterprise application development. This short paper is intended
to describe these initiatives and proposes some points for consideration in line with
current thinking.

Audience
This paper is intended for an audience of Enterprise Application Architects working
with the Java language. Its primary focus is towards those people who make the
major technical, architectural and design decisions within a project. The paper should
also be accessible to the majority of Java developers who wish to learn more about
the developments within the Java space.

It is assumed that the reader has experience of working with and designing for
existing J2EE technologies such as EJB, Servlets, JSPs and so on. An
understanding of Model2 frameworks, such as Struts is also beneficial.

Structure
The paper is divided into four sections. The first section provides a background on
existing frameworks and containers and how they are utilised in enterprise class Java
applications. The second section looks at the problems with these frameworks and
containers. The third section looks at the current Java community initiatives intended
to overcome these problems. The final section offers a conclusion and some
guidelines as to what to do next.

Style
Text in the 

�����������	�

 font is used to indicate code examples.
Text in bold  emphasises a particular point.
Text in italics is an aside which is not necessary to understanding of the paper, but
which may be of interest to the reader.
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Frameworks and Containers
This section provides an overview of existing framework and container technologies.
It concentrates primarily on J2EE and Struts as typical examples, but also mentions
home-rolled frameworks.

Existing Framework Principles
By a framework, we are usually talking about code that provides common services
and functionality to a range of applications that are built upon it. Generally when we
think about frameworks we are thinking of fairly low-level code that sits below and to
the side of our application. A typical software layer diagram containing a framework is
shown below:

Examples of the above include most home-rolled frameworks or libraries along with
better-known products such as Struts and even Java’s JDBC.

In its simplest form a framework is a collection of Java code that hides you from low-
level details by building another layer of abstraction that you program to.

Typical traits of most frameworks are that your Java code tends to extend classes in
the framework; implement interfaces from the framework; and aggregates or uses
objects from the framework.
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Existing Container Principles
The basic concept of a container is that it is a piece of code that contains and
manages the lifecycle of a component that is placed within it. Probably the best-
known container is the EJB container. This provides certain features such as
persistence, security, distribution and transactions to any Enterprise Bean that runs
under the control of the container. A typical container is shown below:

Other examples of simpler containers include things such as Tomcat for running web
applications and Java WebStart for launching standalone Java applications over the
web. 

In its simplest form a container can be considered as framework that enhances
another piece of code by wrapping it in additional lifecycle services.

Typical traits of most containers are that you build on top of a range of frameworks
and that your code includes callback methods to allow the container to control the
lifecycle of your components.
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Framework and Container Problems
This section looks at four of the most common problems with most current
frameworks and containers. 

Business Code Depends on the Framework / Container
This is probably one of the major failings of many current frameworks and containers.
Basically, because your business code is built on top of the framework it needs to
use it for all aspects of its functionality. Consider this (very simplified) Customer
business object example below, where the code depends on a number of framework
related classes (ObjectFactory , ConnectionPool 
 Config  and the JDBC API):

public class CustomerManager {
. . .
public void updateCustomerEmail(long id, String newEmail) 
throws UnknownCustomerException, SQLException {

Customer cust = ObjectFactory.lookup(Customer.class, id);
cust.setEmail(newEmail);
cust.store();

}
}

public class Customer {
. . .
public void store()
throws SQLException {

Connection conn = ConnectionPool.getConnection();
PreparedStatement pstmt = Config.getInstance().

getSql(UPDATE_CUSTOMER_EMAIL);
try {

pstmt.setString(1, newEmail);
. . .
pstmt.setLong(6, id);
pstmt.executeUpdate();

} finally {
ConnectionPool.releaseConnection();

}
}
  
This would not really be a problem except for one single word: CHANGE!

Obviously, the frameworks and containers are going to improve over time. Bugs will
be fixed and new features will be requested and added. If your business code is tied
into underlying code that is constantly changing then there is a much greater chance
that:

� Working business code will have to change and be re-tested unnecessarily
� Some framework changes will require large amounts of changes to code

depending upon it
� Some framework changes will unexpectedly break other bits of the application
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The first two points will increase the likelihood of bugs being introduced and all points
will require strenuous automated test harnesses to ensure that the code integrity
remains high.

Of course, it is possible to write business code that is separated out from the
framework or container, but this is just adding another layer of complexity into your
own code as you have to write additional layers that link your code with the
framework or container. This is, however, a requirement to achieve a well-architected
enterprise application using most current frameworks and containers.

Business Code is Aware of the Framework / Container
The other side of the above problem is where the framework, or more typically the
container, actually works its way into how you design and write your code. EBJ is one
of the worst offenders in this area. Consider an EJB2.0 entity bean implementation.
Not only do you have to write abstract get/set methods for each property of the bean,
but you also need to implement methods with bizarre names like ejbCreate() ,
ejbPostCreate() , ejbLoad() , ejbStore() , ejbRemove()  and so on.

Writing good business objects is hard enough without needing them to follow a
particular rigid pattern just because you are going to be running them under the
control of a specific container. Put basically, invasive containers prevent the use of
proper object-oriented design and design patterns.

Another side of this problem is that once the beans are tied into the container it is
difficult to reuse them in other parts of the application. Consider an e-commerce
solution where we have a customer entity bean. It’s fine while we use the bean within
our application server, but if we want to send it to a remote application we need to
write a Data Transfer Object (DTO) and copy the attributes to/from this.

All of this container awareness requires extra coding, additional clever patterns and
so on, which leads straight into the next problem: complexity.

Your Code Becomes Overly Heavyweight and Complex
Writing modern enterprise code is complex. There is no doubt that a large proportion
of developer time on an enterprise project is spent dealing with the complexity
enforced by the use of a specific framework, container, third-party product or
protocol.

Obviously, there is always going to be some complexity in an enterprise system. For
example, mapping objects into relational databases, constructing user interfaces and
dealing with security and transactions are obvious examples. However, most current
containers and frameworks make the development of core business logic complex as
well. This extra complexity can only lead to more lines of code, more bugs, difficult
testing and slower development cycles. 
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The other part of this problem is that most containers are very heavyweight and
expect your code to be so as well. For example, the EJB container deals with
lifecycles, transactions and security and puts this burden on your business code as
well. If you just want to write some simple, standalone business objects then you are
forced to bring all of the baggage with you even though you will never use it.

Frameworks / Containers Fail to Live up to Promises
The final problem that has been identified for most current frameworks and
containers is that they very rarely live up to all the hype. Put simply: “They don’t do
what it says on the tin (or in the spec/sales documents)!”

One of the most common claims of containers and frameworks is that they abstract
away all of the nitty-gritty details from developers and get them writing better code in
shorter time-scales. This is basically false. Most containers and frameworks replace
low-level nitty-gritty with their own higher level of nitty-gritty. Also, if developers ignore
the low-level stuff then you generally get applications which are far less scalable and
performant than the framework / container people said they should be.

Having a state of the art container or framework doesn’t automatically guarantee a
quality application. Only good analysis, design, coding and testing can ensure this.
The problem with many frameworks or containers is that they make this analysis,
design, coding and testing cycle much harder and more complex.
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Lightweight Containers and Frameworks
The major thrust of the Java community is now towards what are known as
lightweight containers and frameworks. There is still a long way to go, but the future
direction is becoming increasingly clear.

Basically, a lightweight container/framework is far less intrusive into the business
level code for enterprise applications. The ultimate aim is to make it possible for
business components to exist without all the baggage and then for small numbers of
required services to be activated as they become required. The sub-sections below
look at the enabling mechanisms for this new approach.

Using JavaBeans / POJOs for Business Objects
The first enabling mechanism for lightweight frameworks and containers is to switch
back to using Plain Old Java Objects (POJOs) to contain the business logic. This
type of object just has attributes with set/get methods plus additional methods that
implement business rules and processes. These attributes can then be exposed as
properties using the JavaBeans API, which is lightweight, efficient and well
understood.

Most importantly, none of the business objects should know anything about how they
are persisted, that they take part in transactions, that they talk to a database and so
on. The objects should contain only business code and data. Ideally they should also
only extend from java.lang.Object and not implement any non-business interfaces
other than low-level ones such as java.lang.Comparable .

One key advantage of this approach is that the business objects are not tied to any
particular framework or container. They can thus be moved around the enterprise
space switched between different framework types and so on. The other, and
arguably more important, advantage is that pure object-oriented analysis and design
combined with design pattern principles can be applied to create the business object
model.

Of course, there must always be some code that depends on the low level details of
a particular framework or container. This is inevitable. However, this code exists
outside of the main business model code. In fact, sometimes the additional
information such as database mappings can be set up in XML, which is then utilised
by some clever framework code to persist the POJOs. More importantly, the
mechanisms discussed in the two following sub-sections show how this framework /
container aware code can be integrated with the minimum of effort.
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The Inversion of Control Pattern
The Inversion of Control (IoC) Pattern is one of the most important concepts in
achieving lightweight frameworks and containers. This pattern basically flips control
so that the framework invokes the business logic, rather than the business logic
invoking the framework.

Looking first at the Customer example from the previous section:

public class CustomerManager {
. . .
public void updateCustomerEmail(long id, String newEmail) 
throws UnknownCustomerException, SQLException {

Customer cust = ObjectFactory.lookup(Customer.class, id);
cust.setEmail(newEmail);
cust.store();

}
}

public class Customer {
. . .
public void store()
throws SQLException {

Connection conn = ConnectionPool.getConnection();
PreparedStatement pstmt = Config.getInstance().

getSql(UPDATE_CUSTOMER_EMAIL);
try {

pstmt.setString(1, newEmail);
. . .
pstmt.setLong(6, id);
pstmt.executeUpdate();

} finally {
ConnectionPool.releaseConnection();

}
}

Closer examination of this example clearly shows that our business objects
(CustomerManager and Customer ) are in control of the application and that they
utilise the framework and container code by making calls to factories, pools,
configurations and so on. Additionally, the Customer  object also contains JDBC logic.

We will now apply the Inversion of Control pattern to the above example to show how
our business logic is significantly simplified. The code below is from an imaginary
lightweight framework, but is typical of those currently being developed:

public class CustomerUpdateCommand extends SqlUpdateCommand {

public CustomerUpdateCommand() {
super();
setTargetClass(Customer.class);

}
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public void updateCustomerEmail(long id, String newEmail) 
throws UnknownCustomerException, SQLException {

setTargetPk(new Long(id));
setProperty(“email”, newEmail);
execute();

}
}

public class Customer {
. . .

}

Firstly we can see that the CustomerManager has been replaced with a class called
CustomerUpdateCommand that follows the Command pattern. This is the only
framework aware piece of code that we need to write. All this command code does is
set up some basic information about the primary key of the customer we want to
update and the properties that we want to change. It knows nothing about executing
any actual logic or about other framework objects. The appropriate command to
create and set up is usually defined by the framework configuration as a mapping
from incoming event to command instance.

The Customer business object has been massively simplified. It no longer contains
any database logic. Instead it is just a POJO with set/get methods for its attributes
plus some optional business rules.

All we need to consider now is some pre-written framework code that knows how to
execute the command and do all the work necessary to carry out the command
tasks. This is the code that ultimately gets executed by the
CustomerUpdateCommand.execute()  method. A rough example is shown below: 

Command c = getCommand();
Object target = ObjectFactory.lookup(c.getTargetClass(),

    c.getTargetPk());
BeanWrapper bw = new BeanWrapper(target);
for (Iterator it = c.getPropertyNames().iterator; it.hasNext(); ) {

String key = (String)it.next();
bw.setProperty(key, c.getProperty(key));

}
SqlCommand sql = SqlFactory.getUpdateCommand(c.getTargetClass());
sql.setSourceBean(bw);
sql.executeCommand();

While highly simplified, the above example shows how a framework might use a
command to find an object, wrap it in an access wrapper and then invoke and SQL
command on that object. The key thing to gain from this example is that at no point
does our Customer business object have control of execution or know anything about
the framework. This is the essence of Inversion of Control.
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By moving to lightweight frameworks and containers built on the IoC pattern we
enable business objects written in plain Java that can be designed to sound object-
oriented principles and which are usable across the enterprise space.

Aspect Oriented Programming
The final enabling technology for lightweight frameworks and containers is Aspect
Oriented Programming (AOP). Put simply, AOP allows us to separate horizontal
concerns such as transactions and security from the vertical concerns of a business
model and merge them together through a concept known as Interceptors .

The key advantage gained from using AOP is that different concerns are separated
into different code modules. Business objects just contain business code, controller
objects just contain controller code and horizontal concerns are developed as
interceptors.

In order to allow a better understanding AOP, a brief overview of the key terminology
is provided below:

1. Pointcut – This is a specification of a point in the code where an interceptor is
to be invoked. Typically a pointcut will be at the point where a method is called
but can also be at other points, such as the throwing of an exception.

2. Interceptor (also known as Advice) – This is the piece of code that gets run
when a pointcut is reached. Generally interceptors run before, after or around
the piece of code. The pointcut information passed to an interceptor is known
as a JoinPoint.

3. Aspect – This is the combination of pointcuts and interceptors that cover a
particular horizontal concern of an application

A very simple example of AOP will now be considered. As many of the AOP tools
and languages are currently in early stages of development and are not yet
standardised, this example will be based on a purely hypothetical implementation that
best illustrates the concepts. The example will build transaction support around the
CustomerUpdateCommand  discussed previously.

Firstly we need to declare an interceptor that contains the transaction support logic.
The nature of AOP means that we can declare this interceptor in such a way that it
can wrap transaction support around any piece of code:
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public class TransactionInterceptor implements Interceptor {

public Object execute(final JoinPoint joinPoint) 
throws Throwable {

Transaction t = new Transaction();
t.start();

Object result = null;
try {

// Run the actual that we are wrapping around
result = joinPoint.proceed();

} catch (Exception e) {
t.rollback();
throw e;

}

t.commit();
return result;

}
}

The second stage is to register with the AOP engine the pointcut that results in the
TransactionInterceptor being called. Some AOP implementations do this as part
of compilation, while others do it at runtime via an XML configuration file:

<interceptor-def name=”transactions”
   interceptor=”TransactionInterceptor”/>

<aspect name=”RunInTransaction”>
<pointcut pattern=”* SqlUpdateCommand+.*(*)”/>
<interceptor name=”transactions”/>

</aspect>

The above XML defines our transaction interceptor and then links it to a pointcut.
AOP systems allow wildcard support in the pointcut definitions, so that *
SqlUpdateCommand+.update*(*) will wrap our transaction interceptor around a call
to any update method in SqlUpdateCommand  or its subclasses.

Note also that AOP can also be used to introduce new methods, attributes or
interfaces into classes as part of the interceptor. One example use is adding dirty flag
support into business objects without needing to pollute the business object code
with this implementation detail.

By combining AOP with the IoC pattern the result is that developers are free to
design and code really clean, object-oriented business code. All the nasty stuff can
then be provided by the controlling framework or through interceptors.
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Transparent Persistence
There are a number of excellent persistence frameworks emerging that can work with
business objects written as POJOs. These new frameworks utilise XML
configurations to define the mappings between the POJOs and the databases. These
new persistence frameworks are a massive enabling technology in allowing the
development of clean business objects and persistence. 

Current persistence frameworks include those written to the Java Data Objects (JDO)
specification as well as proprietary implementations such as Hibernate and Castor.
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Conclusion and Guidelines
Lightweight frameworks and containers are on their way. AOP is maturing fast. There
are already a number of Open Source implementations that are nearing production
quality with more on the way. Templemore Technologies certainly feels that
developing enterprise level Java solutions will undergo a radical refocusing over the
next few years. 

If the final results live up to early indications, then the new lightweight models will
provide faster, less complex designs and implementations and will greatly simplify the
task of maintaining and enhancing enterprise systems.

It is therefore worthwhile to start considering these new directions and preparing for
them in your current developments. It may also be worth employing some of the new
lightweight frameworks in prototype or non-mission-critical developments. In
particular you should be aiming for:

Develop Clean Business Objects to Object-Oriented Designs
As clean business objects using POJOs are the driving force behind the new
lightweight models it is certainly worth considering writing any new business objects
in this way. It is also worth re-visiting existing business objects and moving database,
transaction code as such forth into separate implementation classes.

It is also a good idea to move good quality object-oriented design higher up your
company’s list of priorities. Lightweight frameworks and containers are intended to
remove the need for technology to dictate your business model. However, they are
only of value if you can replace technology dictated design one with a proper object-
oriented alternative.

Separate Technology Layers
You should already be doing this! In a well-architected enterprise system, each layer
of technology should be separated from the others. For example, your
Servlets/JSPs/Struts action classes should not contain business or database logic.
They should be delegating this down to specific business and persistence classes.
Also your business objects should not contain database code, they should be
delegating this to the persistence classes. And so on.

If of course you are not doing this then you should start doing so right away and if
possible refactor existing code to do so as well. This will shield you much more from
changes in technology as well as framework and container emphasis.

Consider the Inversion of Control Pattern
Start looking at using the IoC pattern in your new code and possibly refactoring
existing critical areas to follow this pattern. By adopting this approach you will
immediately remove the need for large amounts of framework code in your business
objects.
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Consider Lightweight Persistence Frameworks
If you are currently hand-coding JDBC code or are making inappropriate use of EJBs
(see J2EE Design and Development, by Rod Johnson) then it is certainly worth
considering moving to one of the newer lightweight persistence frameworks. These
will greatly simplify your business code and make it far easier to move forwards into
new frameworks and containers.

Consider Experimenting with AOP
Most AOP implementations are certainly not ready for mission-critical production
solutions. However, they are well enough developed for simpler solutions. It is
certainly worth starting to experiment with these for simple aspects such as
consistent (and automated) error logging, tracing, profiling and so on.

One important point to consider here is that AOP is a very new model and the optimal
patterns for its use have not been fully established. It is therefore very important at
this stage that developers are disciplined and code is quality checked to ensure that
AOP is not being misused due to lack of understanding.

The future is coming. Now is a good time to start preparing for it!

Useful References:

J2EE Design and Development, Rod Johnson, Wrox Press 2002

Design Patterns, Gamma et Al, Addison Wesley 1995

EJB Design Patterns, Floyd Marinescu, Wiley 2002

www.springframework.org - An Open Source Lightweight Framework
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